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Introduction

During the last 15 years, the research area of distributed systems has become a hotbed of activity.  The increased interest in the field can be attributed to a number of factors, the rise in availability of commercial networks, the rise in popularity of mobile devices, and the increasing ability to shrink technology into a more useful form.  All of these factors allow researchers to study mobile and ubiquitous computing in better detail because the means are available to create these systems.  Previously, the technology was not small enough, or the networks were not available enough to pursue the major questions in the field.  Today, the research in this field is producing some incredible results, hand-held computers, large peer-to-peer networks, wearable computers, active spaces, interactive appliances, and context-aware devices to mention a few.   In the future, this field has the potential to influence everything we do by bringing computing into every facet of our lives.

In this paper, we will discuss the basics of distributed systems, explain the principles of mobile and ubiquitous computing, introduce the most influential research in this field, present the current unanswered questions within the research, and conclude with a short discussion on the potential dangers of this research.  In the end, the reader should have a clear understanding of the state-of-the-art as well as a brief introduction into where the research is heading. 

I. Distributed Systems

A distributed system is simply one or more processors that do not share memory or a clock and communicate via some means to accomplish some task. [4] The processors (nodes) in a distributed system can be almost anything that we are familiar with today, workstations, personal computers, mainframes, hand-held devices, cellular telephones, etc.  Communication between nodes can be handled in a number of ways depending on the system.  Some of the most common methods of communication are the WAN (wide-area network), LAN (local-area network), and high-speed bus. [4] 

According to Silberschatz, there are four advantages to a distributed system, resource sharing, reliability, computation speedup, and communication. [4] In a distributed system, each node can share another node’s resources (depending on topology).  For example, a client can use a server’s files.  The sharing of resources is also a reason why a distributed system can be more reliable (again, depending on topology).  Unlike an autonomous workstation or personal computer where if one resource fails the system fails, in a distributed system the failure of one node does not cause the failure of all of the nodes; thus the system should continue to operate even after the loss of some resources.

Because a distributed system is designed to share resources, it can naturally be designed to share computation as well.  In systems such as Beowulf clusters, a node can begin processing a request and then distribute the computation (or future parts of the computation) to other nodes in the system so that computation can be done in parallel.  Additionally, if a node has determined that it is being overloaded with jobs, it can pawn those jobs off onto other nodes (this is called load sharing). [4] The last advantage identified by Silberschatz is communication.  This is where users on a distributed system have an opportunity to share their own resources with other users.  A good example of this is email, where the user’s resources are their thoughts in the body or subject of the message; other examples are the sharing of files, or serving a website. [4]
There are several types of distributed computing models (or paradigms).  The two most popular paradigms today are peer-to-peer and client-server.  In a peer-to-peer setting, each node has the option to be in direct communication with every other node in the system.  In a client-server paradigm, a client node will only communicate one other server node with will then retrieve the resources the client is requesting.  For most mobile and ubiquitous applications, these paradigms seem to be the best suited because of their speed, reliability and adaptability. [5]  

There are many familiar examples of these types of distributed systems.  For people familiar with web browsing, email, or SETI @home, these are types of client-server distributed systems. For people familiar with gnutella, cellular telephones, and Kazaa, these are examples of peer-to-peer distributed systems. 
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Figure 1.  Peer-To-Peer Distributed Paradigm
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Figure 2. Client-Server Distributed Paradigm

II. Mobile and Ubiquitous Computing

Ubiquitous computing is a concept that was created by Mark Weiser in 1988, and published in the Communications of the ACM in 1993; and for that, he is now considered the ‘father of ubiquitous computing.’ [7] The fundamental work in this field was done at Xerox PARC (Palo Alto Research Center) starting in 1988, of which Weiser was the founding researcher in the field.  The concept of ubiquitous computing comes from the idea that computing should not be difficult; in fact it should be easy.  So easy in fact, that we can use computers every minute to enhance our lives with out even thinking about it.  The problem, as Weiser sees it, is that computers are billed as great tools, but instead of using the computer to assist us, most of our time is consumed by the computer itself.  Using this premise, Weiser sought to redefine computing so that it would be useful, instead of a hindrance, as it is commonly understood. [7]
Today, the relationship between human and computer is demanding.  The human must first find an interface, and then instruct the computer to complete a task.  In a ubiquitous world, the computer will know the situation of the human and be able to complete the task without the interaction required by the modern model.  The goal of the concept is that humans do not have to directly interface with the computer to accomplish a task, but instead computing will be there invisibly assisting us at all times; it should be part of our everyday lives, correcting our mistakes and enhancing our strengths.

However, Weiser is very careful in separating ubiquity from hand-held personal digital assistants or the idea that computers should be “autonomous agents which take on our goals.” [7] The difference is subtle, but significant; hand-held PDAs and autonomous agents will do the work for us when we request it, but ubiquitous computing will be there at all times invisibly assisting us.  Weiser uses the example of lifting a heavy object, “You can call in your strong assistant to lift it for you, or you yourself can be made effortlessly, unconsciously, stronger and just lift it…ubiquitous computing aims at the latter.” [7] One quick note needs to be made, most ubiquitous research refers to the goal of the concept as invisible computing, but a more correct adjective to use is ‘pervasive’ – making computing so common place and painless that it becomes part of our everyday lives, hence invisible.[6]
The marriage of mobile and ubiquitous computing research is almost perfect.  Because we are always moving, whether it be to a meeting within our office building, or traveling to the river for a day of relaxation, ubiquitous computing needs to rely on mobile technology to stay relevant to our situation and context – a computer would not be useful or invisible if it were attempting to act like we were in the office when in fact we were in a boat.  Therefore, the success of ubiquitous computing, or the speed at which it becomes a reality, is somewhat dependent on mobile computing research.  However, mobile computing alone is not the primary focus of this exploratory work (because it is much too large), but we will rather discuss ubiquitous research’s use of mobile computing research.

Although distributed systems are also not the primary focus of this paper, it must also be discussed in the later sections, as well as before, because ubiquitous computing is inherently distributed.  Therefore, all principles of ubiquitous computing rely on previous work in distributed systems as is implied by the citations in ubiquitous research publications.  As with mobile computing, we will limit ourselves to discussing only topics in distributed computing which have direct relevance to ubiquitous applications. 

III. Seminal Research and Publications

There are six primary works in the field of ubiquitous computing; one is a magazine article from Scientific American in which Mark Weiser introduces the concept of ubiquitous computing. [6] The second work is also by Mark Weiser, in Communications of the ACM, and is an extension of his 1991 article in Scientific American. [7] The third work also lists Weiser as an author, but is the primary paper that came out of PARC’s early research into the feasibility of a ubiquitous platform. [5] The fourth work is a later paper by Weiser discussing the role of technology in our lives, and how we can make it work. [8] The fifth work is from the University of Illinois where the concept of ubiquitous ‘active spaces’ was developed.  [3] The sixth, and last work is from Carnegie-Mellon’s work on Andrew, a distributed operating system, and details a unique facet of their file system. [1]
The first work, Mark Weiser’s article in Scientific American, which introduced the world to the philosophy of ubiquitous computing, will, in the future, probably be considered one of the defining moments in computing.  As computing becomes more and more a part of our lives, for good or for bad, this article will be pointed to as changing the direction from technology as a tool, and technology as part of our world-experience.  Although the article has already been used earlier in this paper to help describe what ubiquitous computing is, there are some important points not yet discussed.

Probably the greatest point is his distinction between the results of human-computer interaction research and the goals of ubiquitous computing.  He says that the problem with computers is not our interaction with them or their current interface, although he has problems with the desktop metaphor, but with the computer itself. [6] The problem is that the computer has no idea where it is, or what it should focus on doing; it just does what its told.  This may be good in some situations, but in the future, computing can be so much more.  This work is more a philosophy and explanation of the concept rather than a technical report of research, although it does utilize some research results from a PARC paper which will be discussed later.

The second work, Weiser’s introduction of ubiquitous computing for the Communications of the ACM in 1993, has been thoroughly used to explain ubiquitous computing earlier, and is also an extension of Weiser’s earlier Scientific American article; therefore our discussion will be limited.  The article’s primary purposes were to interest researchers in the field and give them a tutorial and introduction into the past work at PARC (explained next).  The article also raises several potential research questions for the field. [7]
The third work is the technical report from PARC describing their initial work in creating a ubiquitous environment for the employees at the lab.  To create the environment they, of course, needed ubiquitous devices.  They created three devices, of which they used the metaphor of English units of length to describe.  The inch is called the ParcTab, it is a palm sized computer that worked wirelessly, allowing the user to take meeting notes, check and send email, and use other applications in the same vein.  The foot is equivalent to the ParcPad, an electronic notepad; and the yard is equivalent to the Liveboard, an electronic whiteboard.  All of the devices worked wirelessly by utilizing base stations set up throughout the lab on the ceiling, except the Liveboard which connects directly to the Ethernet.  Ethernet connects all of the base stations to a workstation, which is their means of transmitting data throughout the network.  [5]
In this initial experiment into ubiquitous computing, some interesting problems arose.  The first is that the technology did not exist to create a small palm-sized screen with decent resolution (although it was sufficient enough for their purposes).  The second is that they found that the wireless traffic is not evenly distributed, but occurs in bursts; usually before and after a meeting, and in the morning – so the wireless technology needs to be robust enough to handle the traffic.  The last question and the most important with regards to ubiquitous computing is whether their technology was accepted.  The researchers concluded that if the devices could be readily used inside and outside the office, it would be more useful; furthermore, application variety is very important to users and would also increase its use.  However, the researchers also concluded that a lot of user feedback was based on the fact that the users were used to the current mode of computing and were hesitant to fully exploit this new brand.  [5]  Overall, this report is the most comprehensive attempt to-date of creating and implementing a ubiquitous environment, and has shown to many that the concept is viable, and that in a lot of cases, the technology must catch up for it to be realized.

The fourth seminal work is also by Weiser, and is a more current (1996) philosophy of ubiquitous computing based on the experience of the early nineties.  In this book section, Weiser describes the feeling of confusion and trepidation that is created by the current technological expansion.  He describes a future world where technology is ubiquitous and current confusion is replaced by ‘calm technology.’  He identifies three eras of computing, the mainframe era, which ended in the mid ‘80s, the PC era, which he sees ending between 2005-2020, which is followed by the UC or ubiquitous computing era, where computing surrounds and assists us.  He predicts this shift for a number of reasons, the coming of IPv6 (wide-spread distributed computing), the dramatic drop in the cost of technology, where servers will only cost tens of dollars, and our growing need for technology to change for the better.  This UC era he describes as, “many computers sharing us” rather than “one computer to one person” (personal computer) or “many people sharing one computer” (mainframe). [8] Only in the future can we see if Weiser was correct in his prediction.

The fifth work is from the University of Illinois’ work in ubiquitous computer, and their extension of it from personal devices to environments with many embedded devices, called ‘active spaces.’  [3] The purpose of this experiment was to attempt to move our perception of computing away from the physical space of the actual computer (like a PC) to every space that we inhabit.  In this paper they describe the GAIA OS, which is an operating system that enables support for Active Spaces, or spaces with many embedded computational devices that have knowledge about their location and context (i.e. bathroom vs. kitchen).  The purpose of the OS is to map the physical space into computational space, where particular computation properties are associated with particular physical spaces.  The work builds on traditional distributed object systems, however has the added uniqueness of “a tight integration with the physical space and the explicit knowledge of each of the entities contained in an active space.” [3] This research is important because it moves ubiquitous computing away from human controlled devices and into the environment.

The sixth, and last, work to be discussed is Carnegie-Mellon’s work with Andrew, a distributed operating system; of particular interest to ubiquitous computing is their approach to the file system – which they describe as disconnected. [1] The goal of the research was to create an operating system that could continuously access “critical data during temporary failures of a shared data repository.”  [1] The authors of this research themselves mention the relevance to portable computing.  Their primary work was to extend caching, which is used for performance, to improve availability.  The way it works is by preloading the cache with critical data.  Then during disconnected operation (operation continuing while a direct connection to the critical data is not available), operation continues normally, but the system  “logs all changes made while disconnected and replays them upon reconnection.” [1] This research is important to ubiquitous computing because mobile devices are commonly out of range of any receiving stations, and therefore in disconnected operation.

IV. Open Research Questions

There are three primary areas in which ubiquitous research needs to improve, context-aware applications, [2] dealing with devices of limited capabilities, [5] and how to improve user acceptance of pervasive devices. [7]
The first question deals with the ability of applications to adapt to their physical and contextual surroundings.  What is the best way for an application to know that it is in the bathroom and not the kitchen, and how does it decide to provide what services?  

The second question is basically the question that has been asked throughout computing: I want to write a 100MB application, but the device only has 64K (who will ever need more than 64K anyway?)!  This will not be a problem as technology gets smaller, and cheaper, but until we have unlimited memory and computational power in a handheld device, we will always need to find ways to implement what we want given the device’s limitations.

The third question deals with the sociological and psychological evolution that must take place for a new computing paradigm to be accepted by the general public.  Do we need to improve the form factor?  How much is weight a consideration?  How much interaction do people want to have with the device?  How do people physically access the device, if at all?  This is a question that must be studied experimentally but which will change over time as our perception of the computing environment evolves.

V. Conclusion

Ubiquitous computing has a long way to go to become a reality; but as the technology advances the concept is becoming clearer.  What is more important is how we answer specific questions about privacy and invasion.  Do we really want computers around us all the time, knowing where we are, tracking our actions?  How do we prevent unauthorized attempts to store our information?  Ubiquitous computing is as much a sociological study as it is technological.  There can be no doubt that ubiquitous computing has the position and ability to change our world-experience and perception forever; however, can we, or should we give it a chance to?  As much as this research is important, we should learn from past experiences with invasive technology and weaponry and begin asking whether we SHOULD be doing this instead of whether we CAN do it.
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