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1) The Bully algorithm would be appropriate if the system were soft real-time, because the bully algorithm depends on a timeout scheme to detect a failed processor, and if there were at least a soft real-time ceiling then detecting a failed processor would be easy.  If the system were not at least soft real-time, then well-known bounds on computation time would be necessary.  Additionally, the processors need to be able to communicate easily enough to form groups with coordinators and that communication needs to be reasonable fault tolerant so as to prevent two islands of processors from forming.

The Election algorithm would be appropriate if fault tolerance was a concern and nodes could be easily reordered.  The algorithm also relies on a good communication system between the nodes for easy message passing when voting on the next leader in the event of a failure.  Also, there needs to be node independent storage so a node could save its state to the storage and the next leader, in the event of a failure, could load the state from the storage and carry on where the previous leader had failed.

2) If transactions t1, t2, t3 were executed serially, then the consistent outcome of objects (C, D) should be either (100, 100), (200, 0), or (0, 200).

	Sched
	Interleave
	Result (C, D)
	2PL
	Timestamp

	1
	1, 2, 3, 4, 5, 6
	(100, 100)

Consistent
	Feasible
	Feasible

	2
	1, 3, 5, 2, 4, 6
	(100, 100)

Consistent
	Not Feasible
	Feasible

	3
	3, 4, 1, 2, 5, 6
	(100, 100)

Consistent
	Feasible
	t1 aborts and restarts


· Schedule 1 is fully feasible because it is executing in serialized order

· Schedule 2 is not two phase-lock feasible because 1, 3, and 5 are all operations on the same object C and would cause a race condition because 3 and 5 could not execute since t1 will not release its lock until operation 2 is complete (which is after 3 and 5).

· Schedule 2 is timestamp feasible because each operation on C (1, 3, 5) is in increasing order and each operation on D (2, 4, 6) is also in increasing order

· Schedule 3 is two phase-lock feasible because each transaction finishes and releases the lock before the next transaction requires it

· Schedule 3 is not timestamp feasible because the operations on objects C and D are not in increasing timestamp order, 1 executes after 3 (object C), and 4 executes before 2 (object D).

3) A dynamic load balancing system can become unstable if the ping-pong effect were to occur.  This effect is created when two processors attempt to initiate the sender-initiated load-balancing algorithm at the same time.  What happens is that processor A has one processes too many and must unload one, processor B also has one process too many and must also unload one.  Both processor A and B initiate the sender-initiated algorithm at the same time – A finds that B can take one process, so sends their overloaded process to B, while B finds that A can take one process, so sends their overloaded process to A.  A this point, both processors are still overloaded and then again initiate the sender-initiated algorithm to shed their load, causing the processes to again switch between A and B which his the ping-pong effect.

In a receiver-initiated load-balancing system, the ping-pong effect does not occur because a node cannot off load one of its processes until another under loaded processor signals that it read to receive a process.  Therefore, a process cannot go back and forth between processors because the only time a process gets transferred is if there is an available node.

The only time that the receiver-initiated system will misbehave is when the system is heavily under loaded and many processors have available space in their queue.  In this scenario, every processor is always attempting to initiate a process transfer thereby increasing the communication load on the system.  However, the textbook notes this problem and says that it is not such a issue because the degradation of performance due to increased network traffic is not significant.

4) If the static schedule, given the information of figure 5.5 (pg. 158), is: P1={A,E,G}, P2={B,D}, P3={C,F} then the resulting makespan is 16 by the figure below.

	P1
	A/6
	E/6
	G/4

	P2
	B/5
	1
	D/6
	4

	P3
	C/4
	1
	F/4
	7


This assignment is good because it is close to optimal, although G could have gone as the last task of any of the processors.  It is good because A, B, and C must be distributed between the three processors because each can be done without any previous computation.  Then, E, D, and F must be on separate processors, but F can also follow D on P2.  The only way to make this more optimal is to move G to processor P3; this would decrease the makespan to 14.

5) See last attached page for diagrams for the problems

· No priority inheritance is used: 

· T1 ends at time 15

· T2 ends at time 9

· T3 ends at time 16

· The priority inheritance protocol is used: 

· T1 ends at time 13

· T2 ends at time 15

· T3 ends at time 16

· The priority ceiling protocol is used: 

· T1 ends at time 11

· T2 ends at time 15

· T3 ends at time 16

6) 

a) Consistency, availability, and performance tend to be contradictory forces in distributed file systems because for an increase to occur in one category, there must be a decrease in at least one of the others (if not both).  To increase consistency, it would seem necessary to lock a resource from other users changing it, forcing a decrease in availability.  Inversely, an increase in availability would cause a consequent decrease in consistency because two users may wish to change a resource at the same time.  And finally, an increase in performance may cause a decrease in availability because for users to receive a resource quicker may mean caching the resource locally; therefore local changes would not be available to global users of the resource.

b) In Coda, the use of multiple servers, peer-to-peer connection, and local caching was integral to their solutions of the problems found in NFS with regard to consistency, availability, and performance.  Because each client only reads from the server (or another client) once and then caches that resource for further reads/writes, it greatly increases performance with regard to access.  However, the caching also created a consistency problem because each client now needed to message the server each time a change was made to the local copy so that each other client could be updated.

Additionally, the use of multiple servers also increased the systems ability to scale, and therefore helped with performance and availability.  Since a server only served a small section of the file system, it did not have to field each request for the file system (only its small portion) and therefore performance was greatly increased.  The use of multiple servers also allowed for greater fault tolerance, which is of course tied to availability.  In Coda, if a single server goes down, the clients can continue to work on their locally cached copy, or other servers can take the responsibilities of the lost server – both of which increase the availability of the system.  Also, since this is a somewhat centralized (with multiple centers) system, then it also can keep the system somewhat more consistent than with a pure distributed or peer-to-peer system.

The peer-to-peer connections in Coda allow for greater performance, since all the server does is the initial handshake and connection, the clients are then free to share their resources leaving the server available to serve other clients and make other connections.

In NFS, their use of a centralized architecture played the largest role with regard to the problems and solutions with regard to consistency, performance and availability.  Because the system is centralized, the problem of consistency is minimized since each client must get permission from the server to make changes to the file, and the server retains complete control of the file to reading clients.  However, the centralized architecture is a classic bottleneck – and the reason why NFS does not scale to larger organizations well.  Since the server must field each request, then as the number of requests rise, the more derogated performance becomes.  The centralized server is also a single point of failure for the system – if the server goes down, all of the files are unreachable, therefore a serious problem for availability.  But NFS is a semi-stateless system and therefore information does not get lost if the server is lost for a temporary amount of time.

