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3)

Writer Processes

// wait until there are no readers

While(rc > 0) wait;

// lock the db

P(db)

// write to the db

Write(db)

// unlock the db

V(db)

Reader Process

//lock the reader counter

P(mutex)

// increase the reader counter

rc := rc + 1

// lock the database

P(db)

// unlock the reader counter

V(mutex)

// read the db

Read(db)

// lock the reader counter

P(mutex)

// delete the process from the counter

rc := rc –1

// unlock the database

V(db)

// unlock the reader counter

V(mutex)

4)

Although a simple algorithm can be described so as to provide mutual exclusion in a distributed system, the algorithm is only useful in a system where the requests for resources do not need to be serviced in the order (according to a clock) which they were requested.  Lamport’s timestamp prioritized mutual exclusion algorithm provides a method of guaranteeing a FIFO (based on time) order of service.  The problem which prompted Lamport’s algorithm was that with using a simple algorithm, there was no “happens-before” relationship in the system; this caused the system to rely on an absolute clock(s), which could be a problem in geographically separated systems.

5)

To modify the Ricard/Agarwala algorithm so that q’s REPLY applies to all of p’s request until q makes a request we would do the following.   Each process would keep an array of all the processes and their state (REPLY or REQUEST), if a process was in the REQUEST state then it would be assumed to be executing its critical section, if it were in the REPLY state it would mean that it consents to any REQUESTS from other processes.  When a process wants to enter its critical section it would first check if any other process was in a REQUEST state, if it wasn’t then it would broadcast a REQUEST message and then enter its critical section.  After the process is finished, it would broadcast a REPLY message.  This removes the need for each process to respond to each REQUEST.

Request_CS()


// the array to keep each processor’s state


array[];


for every other processor j in array



// if we find a processor in REQUEST state we wait until



// they send us a REPLY message and the array is changed



if(array[j] == REQUEST) wait();


// broadcast that we’re entering


for every other processor j,



send(j, REQUEST)


// set our state to REQUEST in our own array


array[p] = REQUEST;

Release_CS()


// set ourselves to REPLY in our own array


array[p] = REPLY


// tell each processor we’re done


for every other processor j,



send(j, REPLY)

6)

Rule 1) Accept m if Ti = Si +1 and Tk <= Sk for all k not equal to i

Example: If processor p has sent 2 messages to processor q previously, and p’s current timestamp is 2, and then p sent the next message to q, q would accept the message only if the timestamp in the new message is 3 (because it is one more than the previous message).

Rule 2) Delay m if Ti > Si + 1 or there exists a k not equal to i such that Tk > Sk
Example: (A) If processor p has sent 2 of 4 messages to processor q previously.  Processor q has received the first two messages in order, and then receives the next message with timestamp 4.  q was expecting Si + 1 (2+1) which would be 3, so q will delay the processing of message until it receives message 3.  (B) If processor p sends a message m to processor q, but processor p received one more message from another processor y than processor q did, then the timestamp of Ty within message m is one greater than Sy from q’s own vector so the message is delayed until the missing message from y is received.

Rule 3) Reject m if Ti <= Si
Example: If processor p sends a message to q that receives it, but (maybe with TCP) p did not receive a reply message in time and times out so p sends another copy of the message.  Processor q then receives two messages with the same timestamp and so it disregards the second message.

7)

The problem with Maekawa’s algorithm is that if the process wishing to enter its critcal section does not receive a reply from each process in its voting district, then it becomes deadlocked waiting for a reply from a non-existent process.  For Maekawa’s algorithm to support fault-tolerance (or to allow a lock to be granted in the presence of a single processor failure) it can be modified in two ways: (1) a TIME_MAX system constant can be included so that if a processor does not respond to a request within that time limit, it will is assumed to be disabled and therefore will cast its vote for the requesting process to obtain the lock; or (2), each processor only waits for N-1 votes, where N is the number of nodes in its voting district (since each node in a grid is contained in more than one voting district, then if a node has the lock, more than at least two nodes will cast a NO, but if one is disabled, all we can hope for is one to cast a NO).

