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	Question
	Possible
	Received

	1
	10
	

	2
	50
	

	3
	25
	

	4 or 5
	15
	

	BONUS 

(opt 1 or opt2)
	10
	

	Total
	---
	


Open Book 

TAKE HOME EXAM

Instructions for Turning in the Exam

EO students: 

Ten day take home period beginning after Thanksgiving break. Please turn your exam in by email and also send a regular-mail copy, postmarked on or before the date due.

Moscow students: 

Exam officially starts Monday 12/01/03 at 8am PST; Due electronically on or before Dec 8 AT 8am PST NO EXCEPTIONS.  This is the latest I am permitted to have an exam due. Points will be taken off for any delays at the following rate: 5 points at the beginning of each full hour past 8am. Also bring a printed copy of your exam to class on Dec 10. Receipt of either the e-copy or the hardcopy “on time” is required. 
PLEASE TYPE YOUR ANSWERS WHENEVER PRACTICAL. Scanned materials and GIFS are acceptable.
Good luck!
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All of the work on this exam is my own. I have not discussed these exam questions or any material connected with the exam with anyone (except the instructor and TA) during the period provided for taking it.

Name (print and sign for hardcopy deliverable): 

_________________________________________

Sergio Caltagirone


Question 1. 10 points. 

Our in-class discussions of active response included a variety of considerations for when one might, or might not, want to set up a response that is automatically triggered when an IDS “identifies” an attack.  Indicate for each consideration below whether it would tend to make you want to use an active response or not … or if it matters. Explain your answers (but be brief). You may include any additional criteria you would need to know before making your decision in your explanation.

	
	Good for Automated Active Response
	Bad for Automated Active Response
	Little or no effect on a decision to use Automated Active Response
	Brief Discussion

	The IDS has a high percentage of false negatives
	
	
	X
	It does matter to an active response position if the IDS misses intrusions since active response is only used after an intrusion to mitigate the threat.

	The best response involves only “company” resources and will not damage any “company” facilities
	X
	
	
	Since only company resources will be used, this protects them from damaging outside resources, thereby protecting them from additional risk

	Federal regulations require a rapid response to protect information from leaving the site as a result of this attack.
	X
	
	
	Active Response allows for a much more rapid response than traditional methods, which would better facilitate the federal regulations.

	The best response has a possibility of damaging resources that are owned by a company that operates in another country.
	
	X
	
	This makes active response more dangerous because of the risk involved in damaging outside resources, plus another country’s policy may be different.

	The attack spreads rapidly, and involves using “captured resources” to identify and attack additional systems.
	
	X
	
	Since the attacker is using proxies, then we could be damaging ‘innocent’ resources opening the company up to risk from a number of sources


Network Setup For Use In This Exam

In the remainder of this exam, you will be asked questions that involve some aspect of the site described here. You may find it useful to add details that are not given; that is fine, but you must make it clear what you are assuming.

Consider a large company with four physical sites, each physical site containing a large network of its own:
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· The connection between LocA and LocB (and also LocC and LocD) is through company owned infrastructure (wired, not wireless).

· The connection between T1 and T2 is through a local ISP’s wireless service; all traffic is encrypted. Typical time for a 32 byte packet to travel between T1 and T2 is 20ms.

· LocA and LocD have their own Internet connection through a local ISP; Internet-bound traffic is routed through a locally managed firewall. LocC and LocB do not have Internet connections.

· Each physical site has its own system administrator/security administrator. The administrator for LocA is nominally in charge of overall site security – but each system administrator has full responsibility for his or her own individual sites.

Each site LocA, LocB, LocC, LocD is set up in the same general way. Each provides a set of firewalls that protect individual subnet of computer from one another as shown on the next page, so that individual local subnets always connect to the main network through a firewall. Some sites have more computers than others per subnet, some have more subnets (and hence more firewalls).
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The individual sites LocA, LocB, LocC and LocD each maintain their own IDS. Each IDS is designed as follows: 

· A centralized analysis and response engine 

· Capable of processing 500K incoming events per hour, when using 50 attack signatures. When using 20 attack signatures, on average 1024K incoming events can be processed per hour. 

· This engine runs on a dedicated computer.

· The analysis and response engines can send messages to the other three sites via T1/T2.

· The response engine can be programmed to handle many possible responses, including those that involve the firewall; it can also send reports to the local system administrator when “human attention” is required to decide upon an appropriate response

· Network sensors, designed as specialized “network appliances” to be placed “one per individual network”:

· Sensor speed: each sensor is able to process incoming network activity at the following rate before losing packets: 512 new TCP connections or HTTP transactions per second. If more data than this arrives, then the sensor loses packets

· Network sensors do “local processing” of connections, and when they identify something suspicious or security relevant, they send an “event” to the centralized analysis and response engine. These reports will be sent on average within 3ms after the last relevant observation is made (i.e., 3ms after the last relevant data packet arrives at the sensor, it will send an event to the centralized analysis engine).

· Firewalls also report to the analysis engine. 

· Time for information to travel between a network sensor and the analysis engine: 

· The internal networks are all 100Mbps 

· The firewalls connecting networks are all hardware firewalls; assume that 

· Acceptable packets are transmitted through the firewall with an average of 1 ms delay due to processing 

· When an incoming packet generates a sensor event for the IDS, the event will be generated 2 ms after the packet arrives at the firewall

Question 2. 50 points. These questions refer to the system described earlier, with the addition of the information below:

Suppose that you are the system administrator for LocA, and you have made the following observations over the course of your normal 24x7 workday:

· Your centralized analysis engine is currently receiving roughly 700K incoming events per hour and you currently are only able to process 500K events/hour before you lose packets when you run your IDS using all 80 signatures.

· You have assessed your IDS based on the 500K events/hour it is currently able to process, and have learned the following:

1. 485K of the events are correctly and automatically classified as “negatives” (true negatives)

2. 2K of the events are incorrectly classified as “positives” (false positives). It takes roughly 1 minute per event on the average for a person to decide if an event classified “positive” is a false positive or a true positive. 

3. NONE of the false positive events you examined ever triggered an automatic response – all of them were placed in the “human attention required” category of response. None of them overlap with the true positive security incidents described in (3).

4. 12.9K of the events are correctly classified as “positives” related to 50 separate security incidents (true positives). Of these incidents,

· 98% of the positive security incidents are adequately handled by the automatic response rules you have specified and require no extra processing.

· 2% of the positive security incidents require individual attention before a response can be generated. This takes ten minutes per incident of human processing.

5. 100 of the events were misclassified as “negatives” (false negatives). You don’t normally investigate events that are flagged as “negative” by the IDS, but when you do, it usually takes one minute per event to decide whether it is a real negative or a false negative.

Part A. 8 points. Identify the rate (percentage) of the following for the 500K events you can process with your current system:

· false positive rate: 0.004

· false negative rate: 0.0002

· true positive rate: 0.0258

· true negative rate: 0.97

Part B. 8 points. If you consider all 700K incoming events and not just the 500K you currently analyze in a given hour, what is your: 

· false positive rate: 0.004

· false negative rate: 0.0002

· true positive rate: 0.0258

· true negative rate: 0.97

I arrived at these numbers by using the numbers given for gather 500k events and simply inflated them by 1.4 times (700/500) – this assumes that the relative accuracy rate will remain the same as the number of events rises.  Of course, since the relative accuracy rate is the same, the number (or percentage) will also be the same.

[you may explain how you computed these values – caution! This is not entirely straightforward.]

Part C. 14 points. For the 500K events you are currently processing per hour, how many person-minutes do you need to have assigned to you to properly manage each hour’s worth of events? If you are operating 24x7 and you assume that security personnel can spend 5 hours of every 8 hour workday following up on events, how many people do you need to hire? Explain your computation. You do not need to distinguish between “true negatives” and “false negatives” in your answer – answer based on the assumption that you will assume that any event flagged as “negative” will be assumed to be an actual negative, and any event flagged as “positive” will be assumed to be an actual positive.

That would mean that for the 500k events, 485.1k would be negative, and 14.9k would be positives.  If we remove the 1 minute per positive event necessary to classify a ‘positive’ as true positive or false positive, then that leaves the time necessary to investigate the positives not handled by the automatic response rules  - or 2% of the positives at 10 min each.  2% of the positives are 298, and at 10 minutes for every event, is 2980 person-minutes an hour to attend to them.

If there there are 2980 person-minutes required, that means 49.66 person-hours (2980/60), which equates to 50 people each hour.  If they can only work 5 hours out of every 8 to follow up, then there are 4.8 shifts in a 24-hour period (24/5), which requires 240 total employees (4.8*50).
Part D. 20 points. Given the following assumptions:

· Each additional Analysis Engine/Response Engine pair will cost you $20K 

· You are paying $80/hour for security personnel 

How much more will it cost you to handle all 700K events/hour on a 24x7 basis, rather than just the 500K you are currently handling? Explain.

To handle all 700k events, then it would require one more IDS engine (at $20K) since the current one can only handle 500k.  Additionally, this would provide more positives for the security staff to handle, thereby inflating the staff estimate of 240 to 336.  To pay 336 security personnel $80/hr requires then an investment of $26,880 every 24 hours.  With a total yearly operating cost of $9,811,200.

3. 25 points. Suppose that an insider on LocA uses the “feature” of Microsoft Networking to anonymously discover the local name of a user account on a computer within a different subnet, successfully guesses the password of that user, then immediately uses that account to try the same attack on several computers within LocD, as shown below:
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Make the following assumptions:

· You have a signature for this security incident in your analysis engine misuse database. 

· The incident itself takes 4 ms total, including password guessing.

· The response for this security incident must be handled by a human, not automatically.

· There are three events your analysis engine must receive before it can identify this particular attack:

1. one event can be seen on the network of the attacker’s computer

2.  one that can be seen either on the network of the target computer or the insider’s computer.

3. one that can be seen by either the firewall on the insider computer subnet, or the victim computer subnet

4. there is 1 ms lag time between events

5. Your analysis engine does not need to obtain the events in any particular order

Part A. 10 points. Will the insider always be able to start the attack on LocD before the LocA IDS detects the attack? Explain.

No.  Because the attacker will trip all three events before the attack on LocD begins.  The reason for this is that the firewall of the victim should be able to see the insider attempting to connect to it (event 3), then the network of victim (event 2) should tell that it is sending back user name info anonymously, then the network of the attacker should be able to see the password guessing that is occurring against a single victim (event 1).  At this point, only 3 ms have elapsed, less than the 4 ms that the exploit requires.

Part B. 10 points. If you are able to use an automated response of “shut down network access for the insider computer” when the attack is recognized, how long after the attack is begins before you will be able to stop the insider’s access? 

4 ms. since each event has 1ms between them (3 events occurring), and getting the message to the responsible firewall is assumed to take 1ms.

Part C. 5 points. If LocD’s IDS  uses a different signature for this attack that involves identifying only the first event (generated in the first 1ms) rather than all three, would you expect LocD to detect the attack before LocA is able to shut down the insider? Explain.

Yes. Because if the detection of LocA requires 3 ms, but then a human must intervene (as per the assumptions), then it will take significantly longer than 4 ms. However, LocD should be able to see the attack 5 ms after the attack has begun, placing it in the position of stopping the attack well before the human responds to LocA’s detection.

Question 4. 15 points. Do this one or question 5, but not both.

(Part A) 5 points. Suppose that in our target network we want to prevent Internet packets from entering via LocA and LocC and flooding sites LocB and LocD in a DDOS attack.  We are not concerned with flooding LocA and LocD.  If you are going to use “packet scoring”, what modifications would you need? Explain briefly at a high level only.

You would place all packets from LocA and LocC to LocB and LocD at the lowest priority level on the router between them.  That way if there was a flooding, then legitimate traffic from other sites would always get through while LocA and C packets would be dropped to make room on the queue.

(Part B) 10 points. Suppose that we wish to prevent an intruder from successfully performing a novel (never before seen) attack intended to obtain sensitive data from LocB and transfer it out. The attack is intended to proceed as follows: first, a “low and slow” attack on LocA through the Internet connection over a period of a month, used to gain information about LocA and the computers stored there. Next, successful capture of several machines in LocA, then use of those to perform simultaneous attacks on LocB, LocC, and LocD:

· The attack on LocC will involve a known attack to gain access to a host, raise privileges, and capture the desired information. 

· The attack on LocB and LocD will be a DDOS attack initiated from LocA based on the Blaster worm, solely to provide a distraction

Once the information is captured, it will be transferred back out using the Internet connection on LocA while the LocC attack is ongoing. This “sensitive information” is numeric data and cannot be distinguished as sensitive from the content alone.    

For 2 points: Explain why this is hard to detect with most IDS.

This is difficult to detect because anomaly detection will probably not catch it due to its ‘low and slow’ technique.  Additionally, it is novel, so signature based systems will not be able to detect it.

For 8 points: Propose one way to prevent this attack from full success, where “full success” is defined as getting the sensitive information out via LocC.  You may not select the method of “patch your system so it is not vulnerable to the attacks” (
I would suggest that the IDS on LocC using signature-based detection should be able to capture the known attack against it.  Additionally, LocC should shut down all outgoing traffic to prevent it from become a launching pad for the ‘detected virus’ causing the DDos attack on LocA – and since the IDS and firewalls don’t know the difference between a real worm attack and a distraction, this would be a prudent measure and also help contain the sensitive information from leaving LocC.

Question 5. 15 points. Do this one or question 4, but not both.

Part A. 3 points. What is packet scoring and why is it useful in a security context?

Part B. 3 points. What might an IDS do to “help” with Sarbanes-Oxley? (briefly)  

Part C. 3 points. What are the phases of a DDOS as presented in class?

Part D. 3 points.  What are the steps involved in reverse-engineering “captured” code for some attack?

Part E. 3 points.  What is session sniping?
Bonus Question Option 1. In class we discussed the high volume of 9/11 “hits” on various online news provider sites.  Suppose that the exam sample network used in previous problems is used by a news provider, modified as follows:

· Three of the areas (LocA, LocB, LocC) are identical and have Internet connections 

· There is a single senior system security administrator based on LocD responsible for coordinating with the local site security administrators for LocA, LocB, LocC, LocD; 

· The  senior security administrator uses the systems on LocD to do centralized analysis

Describe how you could combine automated detection of rapid spikes of usage and combine it with an “automated response” to mitigate the effect of this high volume. Your description should be high level, not detailed, and you may assume that the site has access to any reasonable security mechanism (ex: firewalls) that will be helpful to you.

This is a very difficult problem.  Assuming this is labeled as legitimate traffic and not malicious.  My first instinct would be to introduce some sort of load balancing instrument in the network so that each network would be flooded in turn and then all the overflow traffic would be routed to the next network (LocA -> LocB -> LocC).  After those were all flooded, my automatic response would send messages to the firewalls not allowing any additional connections to be made to servers within those subnets.  With this method, even times of nominal traffic will be served just as well so that very little detection of large spike are necessary.  Of course, if the amount of traffic grows larger than your capacity to handle it, then you have a choice of either limiting connections, shutting off completely (CNN’s response), or just going down with the ship.  I think the best solution would be to begin limiting connections so that at least some users were able to use the service while others could not.  Therefore, there needs to be some cooperation between the firewall and the load-balancing device.

Bonus Question Option 2. 10 points. Suppose that we “know” the following about the cost of a security incident:

· A security incident that succeeds but is identified (a true positive) costs on the average $100

· A security incident that succeeds and is not identified (a false negative) costs on the average $1000. 

Is it more cost effective for you to increase your staffing to the level you identified in (Part D) so that you handle all 700K events, or to remain at the 500K level? Explain. Your discussion should include some comparison of actual costs, but you are not limit to that.
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