CS 504-I Intrusion Detection
                                     Page 1 of 11                                           Fall 2003

Student Name: Sergio Caltagirone
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	Question
	Possible
	Received

	1
	20
	

	2
	30
	

	3
	20
	

	4
	15
	

	5
	15
	

	BONUS
	10
	

	Total
	100
	


Open Book 

TAKE HOME 

Exam

Instructions for Turning in the Exam

EO students: 

One week take home period once you view lecture 11, whichever comes first. Email me when you receive lecture 11 and start on the exam. You should turn your exam in by email and you should also send a regular-mail copy as well, postmarked on the date due.

.

Moscow students: 

Exam officially starts Thursday 10/02/03 at 2pm PST; Due electronically on or before Oct 9 AT 2pm PST NO EXCEPTIONS. Points will be taken off for any delays at the following rate: 5 points at the beginning of each half-hour past 2pm. Also bring a printed copy of your exam to class on Oct 9. Receipt of either the e-copy or the hardcopy “on time” is required. 
PLEASE TYPE YOUR ANSWERS WHENEVER PRACTICAL. Including scanned materials and GIFS is also acceptable.
Good luck!

	All of the work on this exam is my own. I have not discussed these exam questions or any material connected with the exam with anyone (except the instructor and TA) during the period provided for taking it.

Name (print and sign for hardcopy deliverable): 

_________________________________________




Question 1. (20 points total) Please answer the following by circling your answer or putting an X in the appropriate column. 

a) (6 points)  

	
	False Positive
	True

Positive
	True

Negative
	False Negative

	An outsider does a port scan of a firewall (which is not a violation of local rules). This is not logged or reported.
	
	
	X
	

	An outsider does a port scan of a firewall, finds a vulnerability, and enters the system. This is noticed when the outsider deletes some local files.
	
	X
	
	

	A normal user comes in after hours so as to get an early start on a new project. This is identified as “suspicions” by the local IDS.  
	X
	
	
	


b) (2 points) What is the basic principle of an Immunological IDS?
Definition: ________________________________________________ .

The basic principle of an Immunological IDS is to simulate the human immune system to protect a system from attacks.  The Immunological system can identify old attacks (ones that are inherit or ones that have been previously analyzed), but also respond to new attacks by recognizing self versus non-self and adding those discoveries to its known attack database.

c) (12 points)  For each of the following intruder behaviors, choose the “best” IDS strategy for identifying it.  Briefly explain how you would perform identification in this strategy (emphasis on “brief!”). For instance, if you were asked to identify a doorknob-rattle of the login system on a network, you might select anomaly/threshold and provide this explanation: “collect data regarding failed logins from distributed sensors, send them to a central location, and raise an error if there are more than 10 in a five minute interval.”

	
	Anomaly/

Threshold Detection
	Misuse Detection
	Explanation

	An insider walks up to a neighbor’s cubicle after hours, find the computer available for use, and checks out some of the neighbor’s files. 
	X
	
	Collect data on normal usage (which includes, but is not limited to login) hours for each user, send data to a central collection point, when a user begins to use their system outside of those determined normal usage hours, raise an alert

	An outsider does a port scan of a network including several hosts, finds vulnerability in one, and enters the system. 
	X
	
	Since the vulnerability may or may not be previously documented, and since the port scan in itself is not unusual, the best method of detection would be to capture data on normal usage of the system, store that in a host based IDS, and hope that the host that is being compromised can identify a threat by viewing non-normal activity.

	Several copies of “SomeKnownWorm” flood the network long after the first version was been “caught” and each step analyzed. All of these steps involve observable activities that can be caught by network or host sensors.
	
	X
	Since the worm’s actions are well known, observable, and documented, enter the worm’s behavior into the misuse rule database, when a process begins to exhibit a behavior which matches the worm’s raise an alert.


Question 2. (30 points) This question will be graded based on the quality of your answer and explanations rather than whether it is “right” – but be concise. No more than 1.5 page total for your response, 12-point font). One page should be plenty.

Last year’s students discussed a small business (called Chips-R-us) that does research in high tech computer chips.  All information is maintained on one server called – Sierra.  Sierra is just one server on a network of servers attached to an internal LAN.  This LAN is connected to the Internet through a router that also acts as a simple firewall.  The primary goal of this company is to prevent information on Sierra from being corrupted. The secondary goal of this company is to prevent information on Sierra from being disseminated off site. All other security goals – including compromise of the network, harm to the computers other than Sierra – are less important than these two and you may discount them for purposes of this question.

a) 8 points. Indicate by providing a diagram where you would place sensors in the diagram below. Are you using a (circle one) distributed or a centralized data gathering technique? Explain briefly.
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If the only asset that had value was Sierra, and our primary concerns were corrupted data on Sierra and release of Sierra’s data off our network, then I would recommend a centralized data gathering technique directly on Sierra.  The reason for this is because we have access to more information about that machine with a sensor directly on it than we would by locating the sensor on the network or on another machine.  Since it is on the machine, we have access directly to the kernel calls being made, as well as the files being accessed and the users accessing and/or modifying those files.  The technique is centralized because there is only one place where data is being collected.

b) 4 points. Indicate on the diagram from (a) where you would place the analysis engine for the diagram below, including how each will receive data. Are you using a (circle one) distributed or a centralized or a cooperative analysis technique? Explain briefly.
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The analysis engine would be centralized (a single place to do analysis) directly on Sierra along with the sensor.  I would recommend this because the engine could automatically prevent corruption or release of data when it recognized a dangerous situation by shutting down certain services or protecting certain files.  Also, since our goals do not include the usurpation of Sierra, our design does not have to take into account the potential undermining of the analysis engine on Sierra.

c) 8 points. Explain where you will be using anomaly, threshold, and/or misuse detection (you may select more than one option).  Explain briefly.

In this situation, I would use both misuse and anomaly detection to prevent corruption and lose of data on Sierra.  The misuse rules would prevent any copying of data off Sierra, or maybe preventing any data from being sent out of the network by looking at the destination IP of the packets leaving the machine.  The misuse rules could also restrict certain users from accessing or changing the data to prevent corruption by auditing kernel calls.  Additionally, the anomaly detection can be used to detect when an abnormal amount of data is being transferred off of Sierra, depending if the rule states that data cannot be transferred out of the network or off Sierra directly.  The anomaly detection can also detect to a greater granularity by seeing if a specific user is transferring a greater amount of data than usual.  I think that a good policy to enact, which the IDS could prevent, would be to limit certain users from transferring only so much data, or certain types of data from Sierra using threshold analysis.

Instructions: Insert your answers to these questions after each of the headers above. You may use up to one and a half pages for your answer, including diagrams, 12-point font.

Question 3. (20 points) This question will be graded based on the quality of your answer and explanations rather than whether it is “right” – but be concise. No more than 1.5 page total for your response, 12-point font). One page should be plenty.

Chips-R-Us is planning to expand! The company will have has several separate geographic sites, located around the world.  Each location has several hundred computers, and the software on the computers at all locations will be same (same database, OS, etc.).  A certain amount of resource sharing between each site is needed – in other words, it is common for users to be logged in to more than one location. There will a firewall at each location that can be used to disable access for certain ports or IP address (or both); it can control both incoming and outgoing connection.   It is possible to monitor the network and individual hosts. Your task is to develop an IDS-based way to detect two specific attacks (without concern for response time).  

· An intruder who personally and interactively breaks in to a host in one geographic site and then uses information gathered there to break into a host on a second geographic site, and so on.

· An insider within one site who misuses his/her privileges to launch a distributed denial of service attack against many locations. These locations may be both sites that are owned by the company as well as those owned by other individuals. The victim sites would be identified in the normal way through a “low and slow” doorknob rattling of the potential targets’ services.

a) 8 points. Indicate by providing a diagram where you would place sensors in the diagram below. Are you using a (circle one) distributed or a centralized data gathering technique? Explain briefly.
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I would recommend placing sensors on the network as well as on each host.  The host sensors would be able to detect the misuse of a host and also, possibly, a DoS attack against the host’s services and could then pass info on to the analysis engine.  Additionally, the host sensors could detect a break-in to the host from the first attack.  The network sensors would be able to detect a DoS attack occurring.

b) 4 points. Indicate on your diagram where you would place the analysis engine for the diagram below, including how each will receive data. Are you using a (circle one) distributed or a centralized or a cooperative analysis technique? Explain briefly.
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I would recommend a cooperative analysis model.  An analysis engine (A.E) would be placed in each site (A.E. 1, A.E. 2) where all of the sensors at that site would report.  Additionally, the site’s A.E would then report to an off-site independent A.E. (A.E. 3) which could coordinate any cooperative response between the sites.  The reason for this is that if A.E. 1 detects a possible problem during attack 1, and then sends its analysis to A.E. 3 who then notifies A.E. 2 of a potential situation; then A.E. 2 could increase granularity for an attack from either the same destination as the attack on site 1, or from site 1 itself.  During the second attack, if we detect a misuse of permissions at site 1, A.E. 1 would report that to A.E. 3 which would then alert A.E. 2 about the situation.  This configuration could also cause many more false positives because any attack on one site would cause an increased search for attacks on the other site.

c) 8 points. Explain where you will be using anomaly, threshold, and/or misuse detection (you may select more than one option).  Explain briefly.

I would recommend misuse, anomaly and threshold detection to protect against these attacks.  The misuse detection would be used on each site to guarantee that a user does not misuse their privileges.  The anomaly detection would be used to guarantee that a user, if they misuse their permissions but is not caught another way, does not do things that are unusual.  The threshold detection would be used to catch a DoS attack, if the number of packets flooding the network from a destination, or for a particular server or service was above a set level, then that would be a sufficient method of catching the attack.

Instructions: Insert your answers to these questions after each of the headers above. You may use up to one and a half pages for your answer, including diagrams, 12-point font.

Question 4. 15 Points (5 points each). Indicate the “best” answer for each question below (highlight it or otherwise mark it). There is no need to explain your answer.

a) Suppose you are managing a network IDS that uses an anomaly detection engine. You have discovered that you are spending too much time repairing the network because you are not detecting as many insider attacks as you would like. Which of the following is most likely to be helpful?

· Make your definition of “normal user” more precise.
· Make your definition of “normal user” less precise.

b) Suppose you are managing a network IDS that uses a misuse detection engine. You have discovered that you are spending too much time repairing the network because the outsiders are developing and using brand new CPU-intensive attacks every day, as well continuing to use the known/existing attacks you have in your misuse database. Which of the following is most likely to be helpful?

· Add more attack signature rules to your misuse database.

· Add some threshold rules about CPU usage to your database.
c) Suppose that your company sells a statistical anomaly-detection system, based on normal user behavior, where the user profile is based on login time information (location, duration) and the kinds of applications used. Circle the sites below that are most likely to be able to use the project.

· A company with high turnover with employees in the facility 24x7 (there will be some employees around all day, every day).  Everyone does the same kind of things during the day and has the same length shift (8 hours).  

· A medical office that always does patient consultation in the afternoon, bookkeeping at night, and case review by the doctor of the patients who are arriving later that day. Hours are 7am-7pm.
· A typical university – such as the U Idaho campus - student network during the academic year.

Question 5. Points (5 points each). Indicate the “best” answer for each question below (highlight it or otherwise mark it). There is no need to explain your answer.

a) Suppose you want to detect masqueraders who are insiders, but who seek to read other individual’s files. The masqueraders accomplish this by walking up to a file owner’s computer at a time when his/her account is left “logged on” and unattended. Circle any of the following that are likely to be useful (or else indicate “none”)?

· Misuse detection with a signature database that includes all of the known ways that people gain unauthorized entry to your network.
· Anomaly detection based on profiling files normally opened.
· Threshold-based IDS emphasizing settings for normal CPU usage and login times.
· None.
b) Suppose you want to detect masqueraders who are outsiders, and seek to read files on computers within some target network. The masqueraders accomplish this by breaking into the network, then into the file owner’s computer when it is not in use. Which of the following is likely to be helpful in detecting this behavior?

· Misuse detection with a signature database that includes all of the known ways that people gain unauthorized entry to your network.
· Anomaly detection based on profiling files normally opened.
· A threshold-based IDS emphasizing settings for normal CPU usage and login times
· None.
c) Circle the situation(s) where you think an immunological system is likely to work. For this question you may provide a short explanation if you wish.

· Things don’t change very much. The network usage remains roughly constant, the same programs tend to be used, there is little change in the user population.
· Things are static in some areas, and fluctuate widely in others. The user population has high turnover, but new users tend to do the same things that the original ones did.
· Things are static in some areas, and fluctuate widely in others. The user population has low turnover, but all users tend to do the very different things at very different times.

· Things are dynamic in all areas. There is high turnover in the user population; users change their behavior dramatically.

An immunological system will not work very well if the system is not static in some ways, because it cannot adapt and evolve very quickly to many new threats.  The system will work best if it can use a relatively static environment with known threats, and then be exposed to a small number of changes at a time.  The user turnover does not matter that much because it is the system topology and actions within which truly matter.

BONUS. (10 points) STUDENTS: DO THIS ONE LAST!

· Consider the discussion of the expanded Chips-R-US networks, the question 3 version that had multiple geographic sites.  Suppose that you would like to add a response component to your IDS, where if you observed one of the two target attacks you would want the firewalls to cut off access both in and out of the network.  How could you determine whether or not your active response could happen rapidly enough to be effective? Propose a strategy for doing this that involves the following variables:

· CSA – maximum time it takes for any local sensor to communicate with any local analytical engine

· AE – maximum time it takes for any analytical engine to identify either of the two target attacks once it has received all of the data and announce “detection”

·  ST – maximum time it takes for any local sensor to recognize a portion of the attack once it has occurred

· D – maximum duration of the attack (length of time that the attack could potentially be in progress)

· N – maximum time between the time an analytical engine announces “detection” and the active response can begin.

Note that you do not have to solve the above – just describe how you would use these variables, and any others you want to propose, to analyze the situation.
It would be a simple formula.  Because we want to be able to stop the attack before its completion, we need to be able to detect, analyze, and react to the event before its completion.  Therefore, we simply sum the maximum times for each stage of detection, analysis and reaction to occur and see if it is less than the duration of the attack.  We would start at the bottom of the chain: the sensor, and see how long they take to detect any portion of the attack (ST), then the amount of time to transmit their findings to the analytical engine (CSA), then the amount of time required to analyze the data from the sensors and come to a conclusion – announce detection (AE), then the amount of time required for the analysis engine to send a message to the firewalls and for the firewalls to be shut down (N).  

From this, we would arrive at a total maximum amount of time required by the system to detect, analyze and respond to the attack.  However, to conclude whether our defense was timely and effective, we would simply deduct the time required by the attacker to complete the attack and see if the answer was less than zero – which would signal effectiveness (i.e. we could respond to the attack before its completion).

ST + CSA + AE + N – D < 0
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