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I. Introduction

Our systems are under attack.  According to the Computer Security Institute and FBI Computer Crime and Security Survey, 60% of respondents reported unauthorized use during 2003, while the Internet and independent hackers
 were reported as the largest sources of threats. [1] However, the greatest loss ($70,195,900) was actually incurred by the theft of proprietary information (usually by insiders).  When faced with these numbers, it is clear that the current security tools are either ineffective or improperly deployed (if deployed at all).  

The problem may not even be rooted in the tools, but rather in the security community’s mind-set of the way security should be approached.  All of our current security tools and research are focused in two areas, preventing security vulnerabilities in the first place, and in reactive defensive tools (with a few exceptions such as threshold based intrusion detection systems).  This reactive mind-set has actually made it easier for hackers to attack our systems because all of the currently popular tools are designed with a dangerous limitation: most require detailed knowledge about the threat they are designed to detect requiring frequent updates to keep the tools abreast with new threats; and since computer crime and security vulnerabilities will never be eliminated, computer criminals will be able to discover and exploit our vulnerabilities quicker than the security community can fix them.  This leaves a serious gap between the discovery of the security vulnerability and the patch released to fix it.  Therefore a new tool is needed to allow quicker detection of security vulnerabilities to reduce this dangerous delay.

Nonetheless, there are several requirements that this new tool must fulfill.  First, the tool must collect the right type of data so that the vulnerability can be adequately understood and studied.  Second, the tool must collect the data silently, without alarming an attacker so that more information can potentially be gathered.  Third, the tool must work for both insider and outsider threats.  The tool that is becoming more widely accepted as a solution, which fulfills these requirements, is the honeypot.

However, the honeypot is not the solution to our security problems, but it is one ingredient in our ability to more quickly discover security vulnerabilities.  A honeypot is designed not to catch attackers, but to gather information about the hacker community; specifically, their tools, patterns, and motivations.  With the information from a well-administered honeypot, better tools could be developed in the future to more directly address the problem of information security.  This paper will present current honeypot research, with an emphasis on discussing the taxonomy and use of honeypots, as well as the Honeypot Project at the University of Idaho.  But to understand the true utility of the honeypot, the reader must first appreciate the current methods of catching hackers.

II. Catching Hackers

Traditionally, catching hackers has been more of an art than a science.  As described by Clifford Stoll in his now famous article, “Stalking the Wily Hacker,” most computer hackers are caught by intelligent system administrators who are lucky enough to stumble upon the hacker’s tracks rather than specialized tools. [2] Although forensic procedure and forensic research is continually evolving, the gap between automatic and manual detection is still large.  Today, there exists a large spectrum of tools available to help system administrators and operators protect their systems in the attempt to bridge the gap.

The tools range from low maintenance and automatic like Norton Anti-Virus, to high maintenance like Snort.  The problem is that although Norton Anti-Virus is a viable security tool, it needs constant updates to detect the latest vulnerabilities; however, it requires little to no maintenance, which is a good quality when looking for a desktop protection solution.  The better security tools, such as Snort, require a great deal more knowledge to deploy correctly – almost the amount of knowledge required for manual detection of a threat.  This is a burden to most users, especially users who operate or administer a large number of systems.  The problem that can be seen, is that although tools have evolved to become more powerful, they still place the same burdens on the user that manual detection does – a large amount of information that can only be interpreted by an expert or power user.

Even with a network-level intrusion detection system like Snort correctly deployed, a system administrator is still required to detect whether a new user is on the system, or whether system or network resources are being adequately allocated.  And what if the attack is novel or zero-day?  In that case, neither Snort, nor any other tool is capable enough to detect the attack – it must be left to the genius of the system administrator to detect a problem.  This is where honeypots enter the discussion.  Honeypots are not designed to be system watchdogs, but rather a barometer for threat activity.  Correctly deployed, they (in theory) will be able to catch the most dangerous of threats – the novel or zero-day attacks which are outside our current capabilities.  Now, lets learn more about what a honeypot actually is.

III. Honeypots

The concept of a honeypot is very simple, but the implications are much more complex.  The definition of a honeypot gives us some valuable information.

An Internet-attached server that acts as a decoy, luring in potential hackers in order to study their activities and monitor how they are able to break into a system.  Honeypots are designed to mimic systems that an intruder would like to break into but limit the intruder from having access to an entire network. (http://www.webopedia.com)

A honeypot is simply a machine on a network (does not need to be on the Internet) whose purpose is to sit there until an attacker attempts to enter.  

The aspect about a honeypot that is most appealing is detection.  Usually, detection of an attack is very difficult and time-consuming work.  However with a honeypot, since it does no actual work, any activity on the honeypot machine is immediately assumed to be malicious.  Therefore, if an administrator suddenly sees traffic going into the honeypot, the administrator can begin to inspect that traffic and determine exactly what its purpose is.  If the traffic is deemed to be malicious, the administrator must then decide when enough data has been collected and the honeypot can be shut down for analysis.

However, there is also a serious issue of liability that is assumed with the deployment of a honeypot.  The problem is that contemporary attackers have a penchant for taking control of systems and using those systems to attack others.  Therefore, if a honeypot is deployed, steps must be taken to prevent its use in another attack.  Thankfully, there are several methods of mitigating this issue.  The first is through bandwidth limiting.  Here, an administrator sets up the honeypot behind some type of firewall so that an unlimited amount of incoming traffic is allowed, but only a small amount (if any) outgoing traffic is allowed.  Thereby preventing the attacker from attacking other systems through the honeypot.  The second approach is by careful monitoring.  In this scenario, an administrator carefully monitors the honeypot, and if they detect malicious outgoing traffic, shut it down.  The second approach is very dangerous.  What must be understood from this is that running a honeypot is dangerous, and requires constant attention, even if configured correctly.  However, the benefits are tremendous.

A lot of knowledge can be gained through the use of a honeypot, knowledge that cannot be gained using any other tool.  Primarily, a honeypot is used to research the methods hackers are using to gain unauthorized access to systems.  This knowledge is gained by forensically analyzing a compromised honeypot with regard to entry method as well as the incoming network traffic to the honeypot.  Most of the time, when a system is compromised, the primary objective is to restore the data as quickly as possible, while disregarding future attacks for the sake of business efficiency.  Because of this, all of the knowledge that would have been gained by carefully studying the compromised machine is lost.  But in a honeypot, that scenario will not occur because by being compromised it is serving its purpose.

The knowledge gained through the analysis of honeypots is wide ranging.  First, once knowledge of a known intrusion method is obtained, security tools can be patched and updated to prevent future attacks.  Second, if a hacker is unfortunate enough to use a chat program, like IRC, on the honeypot (as has been seen), then information can be gained about the activities and motivations of the blackhat community.  Third, if the exploit that the attacker used to obtain access is new (zero-day), then the security community can be made aware and administrators can be vigilant for the exploit while patches are being developed for security tools.  These are all excellent reasons why a honeypot should be part of any security plan, and also why the honeypot concept is unique among security tools.

IV. Taxonomy of Honeypots

 
There are two primary categories of honeypots, research and production.  Additionally, there are two types of honeypots, high-interaction and low-interaction, depending on what they allow attackers to accomplish.  Lastly, there are honeynets, or groups of honeypots designed to look like a network (Generation 1 and Generation 2).  In this section, we will discuss each of these.


The main distinction in honeypot literature is the two categories of honeypots, research and production.  The category of a honeypot is not determined by technology, but rather by purpose.  If a honeypot is deployed to collect information on new attacks and the blackhat community, then these are categorized as research honeypots.  On the other hand, if the honeypot is deployed (usually in a business setting) for the purpose of mitigating security risks in an organization, then it is categorized as a production honeypot.


Since we have already discussed research honeypots in the previous section, it is valuable to now discuss how a production honeypot can protect a network.  First, a honeypot does not only detect threats from the Internet, but if deployed on an internal network, can also detect insider threats (because insider criminals will access the honeypot to obtain information).  Second, a honeypot can be a good barometer of threats against the network.  Third, by making a honeypot seem very valuable to an attacker, a good administrator can lure in a hacker, and have them spend their resources exploiting the honeypot when they would otherwise be compromising the general network.  However, deploying a honeypot to attract attackers can also attract attackers to the network and cause more problems.  Therefore, the security value of a honeypot for production purposes must be weighed very carefully with an organization’s overall security plan.


Within honeypots in general, there are two types, high-interaction and low-interaction.  This typing is determined by what a honeypot allows an attacker to accomplish on a machine.  For example, if a machine simply responds to a port or service request, but does not allow any interaction (such as logging in) other than sending a reply, then the honeypot is low-interaction because the attacker cannot really do anything.  However, if the honeypot allows an attacker to gain control of the machine, then this would be considered a high-interaction honeypot, because the attacker can interact with the system itself.  Mainly, an organization chooses the type of honeypot depending on their needs.  If an organization only requires a machine to tell them when their system is being probed, a low-interaction solution is satisfactory; however, if an organization wants to collect information on those attacking their systems, they usually require a high-interaction honeypot deployment.


Lastly, there are honeynets.  Honeynets, like the setup at the University of Idaho, is a collection of honeypots designed to simulate a larger network with which to lure in attackers.  The theory goes, that if one honeypot can attract a few attackers, an entire network can attract many attackers.  These simulated networks can be actual networks of real honeypot machines, or the honeynet can be one machine running network simulation software such as honeyd or User Mode Linux to make it look like many machines.  There are two types of honeynets, Generation I (GenI) and Generation II (GenII).  The primary difference between them is that a GenII honeynet would involve a honeywall, or a gateway between the honeynet and the rest of the network.  The honeywall of a honeynet serves two purposes.  First, it protects the rest of the network from any attackers who compromise the honeynet.  Second, it collects network data for forensic analysis of the honeynet compromise.  Now that we know what a honeynet is, let’s discuss the setup at the University of Idaho Honeynet Project.

V. Honeynet Project at The University of Idaho

In 2003, the University of Idaho was approached to participate in a unique experiment.  Dave Dittrich at the University of Washington, a founding member of the Honeynet Project (http://www.honeynet.org), was organizing the Pacific Northwest Honeynet Research Alliance.  The Alliance is a collection of academic institutions, including Seattle University, University of Washington and the University of Idaho, which will each run a honeynet and collect compromised drive images.  The primary purpose of the Alliance is to prove the theory that honeypots and honeynets can collect and identify zero-day compromises.  However, to do this, the organization would need a large number of compromised systems, because it is estimated that only a very small number of attacks are novel or zero-day attacks.

The University of Idaho is one of the participating institutions, and has developed a small honeynet.  The honeynet is designedly high interaction to achieve the highest information gathering potential.  The honeynet is composed of three boxes, a honeywall and two honeypots.  Physically, the honeywall is a system that contains two Ethernet adapters, so that information can be piped through and each packet can be individually examined and outgoing traffic can be restricted or throttled.  Conceptually, the honeywall is the gateway to the honeynet.  The honeywall’s purpose is to capture and detect attacks, but also to protect against malicious outgoing traffic so that when the honeynet is compromised, it cannot be used as another machine in an attack – thereby limiting liability.  The two honeypots within the honeynet are Linux boxes running User Mode Linux to provide the simulation of multiple boxes on the network, creating a bigger target for attackers.

When the honeynet is compromised, the compromised disk (or User Mode Linux partition) is imaged and stored for future analysis.  The compromised image is then added to the database of compromised images maintained by the Pacific Northwest Honeynet Alliance at Seattle University.  Through this, other participating universities can load our images onto their machines and continue analysis or replay the attack if necessary.  The honeynet project at The University of Idaho is still not fully up and running because of some technical issues at the other participating universities; but we hope to be fully operational by next fall and collecting at least one zero-day exploits.

VI. Conclusion

It’s clear that our networks are under attack.  It’s also clear that our current security tools are not sufficient for the current environment.  Therefore, new tools must be created which better secure our systems and networks.  However, these tools must be forward looking, and also take into account the community of attackers that our systems need protecting against.  To develop these new tools, we must collect information about our enemies.  We must know how and why they attack so that we can be better prepared in the future.  

To do this we need to employ the concept of the honeypot: a machine with the responsibility of being compromised so that we may learn about our enemies by secretly analyzing their activity.  However, this technology comes with a price, administrators must be ever vigilant that the honeypots they deploy do not become instruments of our enemies themselves.  But if done correctly, a honeypot or honeynet can be a wonderful tool to analyze and develop a clear understanding of who and what is attacking our systems so that we may better protect them.
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� In this paper, the term hacker will be referred to in the pejorative sense as used by the popular press: a computer user who gains unauthorized access to computer systems for the purpose of stealing and corrupting data.
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